CHAPTER I

Moral Reasoning in Bioethics

Any serious and rewarding exploration of bioethics is bound to be a challenging journey. What makes the trip worthwhile? As you might expect, this entire text is a long answer to that question. You therefore may not fully appreciate the trek until you have already hiked far along the trail. The short answer comes in three parts.

First, bioethics—like ethics, its parent discipline—is about morality, and morality is about life. Morality is part of the unavoidable, bitter-sweet drama of being persons who think and feel and choose. Morality concerns beliefs regarding morally right and wrong actions and morally good and bad persons or character. Whether we like it or not, we seem confronted continually with the necessity to deliberate about right and wrong, to judge someone morally good or bad, to agree or disagree with the moral pronouncements of others, to accept or reject the moral outlook of our culture or community, and even to doubt or affirm the existence or nature of moral concepts themselves. Moral issues are thus inescapable—including (or especially) those that are the focus of bioethics. In the twenty-first century, few can remain entirely untouched by the pressing moral questions of fair distribution of health care resources, abortion and infanticide, euthanasia and assisted suicide, exploitative research on children and populations in developing countries, human cloning and genetic engineering, assisted reproduction and surrogate parenting, prevention and treatment of HIV/AIDS, the confidentiality and consent of patients, the refusal of medical treatment on religious grounds, experimentation on human embryos and fetuses, and the just allocation of scarce life-saving organs.

Second, it would be difficult to imagine moral issues more important—more closely gathered around the line between life and death, health and illness, pain and relief, hope and despair—than those addressed by bioethics. Whatever our view of these questions, there is little doubt that they matter immensely. Whatever answers we give will surely have weight, however they fall.

Third, as a systematic study of such questions, bioethics holds out the possibility of answers. The answers may or may not be to our liking; they may confirm or confute our preconceived notions; they may take us far or not far enough. But, as the following pages will show, the trail has more light than shadow—and thinking critically and carefully about the problems can help us see our way forward.

ETHICS AND BIOETHICS

Morality is about people's moral judgments, principles, rules, standards, and theories—all of which help direct conduct, mark out moral practices, and provide the yardsticks for measuring moral worth. We use morality to refer, generally to these aspects of our lives (as in "Morality is essential") or more specifically to the beliefs or practices of particular groups or persons (as in "American morality" or "Kant's morality"). Moral, of course, pertains to morality as just defined, though it is also sometimes employed as a synonym for right or good, just as immoral is often meant to be equivalent to wrong or bad. Ethics, as used in this text, is not synonymous with morality. Ethics is the study of morality using the tools and methods of philosophy. Philosophy is
discipline that systematically examines life's big questions through critical reasoning, logical argument, and careful reflection. Thus ethics—also known as moral philosophy—is a reasoned way of relating the meaning and import of moral concepts and issues and of evaluating the merits of moral judgments and standards. (As with morality, we use the term ethics to say such things as "Kant's ethics" or may use ethical, or unethical to mean right or wrong, good or bad.)

Ethics seeks to know whether an action is right or wrong, what moral standards should guide conduct, whether moral principles can be justified, what moral virtues are worth cultivating and why, what ultimate ends people should pursue in life, whether there are good reasons or accepting a particular moral theory, and what he meaning is of such notions as right, wrong, good, and bad. Whenever we try to reason carefully about such things, we enter the realm of ethics. We are

Science offers another way to study morality, and we must carefully distinguish this approach from that of moral philosophy. Descriptive ethics is the study of morality using the methodology of science. Its purpose is to investigate the empirical facts of morality—the actual beliefs, behaviors, and practices that constitute people's moral experience. Those who carry out these inquiries (usually social scientists, philosophers, historians, and psychologists) want to know, among other things, what moral beliefs a person or group has, what causes the subjects to have them, and how the beliefs influence behavior or social interaction. Very generally, the difference between ethics and descriptive ethics is this: In ethics we ask, as Socrates did, How ought we to live? In descriptive ethics we ask, How do we in fact live?

Ethics is a big subject, so we should not be surprised that it has three main branches, each dealing with more or less separate but related sets of ethical questions. Normative ethics is the search for, and justification of, moral standards, or norms. Most often the standards are moral principles, rules, virtues, and theories, and the lofty aim of this branch is to establish rationally some or all of these as proper guides for our actions and judgments. In normative ethics, we ask questions like these: What moral principles, if any, should inform our moral judgments? What role should virtues play in our lives? Is the principle of autonomy justified? Are there any exceptions to the moral principle of "do no kill"? How should we resolve conflicts between moral norms? Is contractarianism a good moral theory? Is utilitarianism a better theory?

A branch that deals with much deeper ethical issues is metaethics. Metaethics is the study of the meaning and justification of basic moral beliefs. In normative ethics we might ask whether an action is right or whether a person is good, but in metaethics we would more likely ask what it means for an action to be right or for a person to be good. For example, does right mean has the best consequences, or produces the most happiness, or commanded by God? It is the business of metaethics to explore these and other equally fundamental questions: What, if anything, is the difference between moral and nonmoral beliefs? Are there such things as moral facts? If so, what sort of things are they, and how can they be known? Can moral statements be true or false—or are they just expressions of emotions or attitudes without any truth value? Can moral norms be justified or proven?

The third main branch is applied ethics, the use of moral norms and concepts to resolve practical moral issues. Here the usual challenge is to employ moral principles, theories, arguments, or analyses to try to answer moral questions that confront people everyday. Many such questions relate to a particular professional field such as nursing or many, or to a particular situation such as abortion, and so we have specialized subfields of applied ethics like legal ethics, business ethics, and journalistic ethics. Probably the largest and most energetic subfield is bioethics.

Bioethics is applied ethics focused on health care, medical science, and medical technology. Bioethics seeks answers to a vast array of tough ethical questions: Is abortion ever morally permissible? Is a woman justified in having an abortion if prenatal genetic testing reveals that her fetus has a developmental defect? Should people be allowed to select embryos by the embryos' sex or other genetic characteristics? Should human embryos be used in medical research? Should human cloning be prohibited? Should physicians and nurses always be truthful with patients whatever the consequences? Should severely impaired newborns be given life-prolonging treatment or be allowed to die? Should people in persistent vegetative states be removed from life support? Should physicians help terminally ill patients commit suicide? Is it morally right to conduct medical research on patients without their consent? If the research would save lives? Should human stem-cell research be banned? How should we decide what gets life-saving organ transplants when usable organs are scarce and many patients who do not get transplants will die? Should animals be used in biomedical research?

The ethical and technical scope of bioethics is wide. Bioethical questions and deliberations now fall to nonexpert and expert alike—to patients, families, and others as well as to philosophers, theologians, bioethicists, scientists, clergy, and public policy specialists. Though the heart of bioethics is moral philosophy, fully informed bioethics cannot be done without a good understanding of the relevant nonmoral facts and issues, especially the medical, scientific, technological, and legal ones.

ETHICS AND THE MORAL LIFE

Moral reasoning is an intriguing but controversial, enter-
prise. It concerns moral norms or standards that help us decide the rightness of actions, judge the goodness of persons or character, and prescribe the form of moral conduct. There are, of course, other sorts of norms we apply in life—nonmoral norms. Aesthetics norms help us make value judgment
should be considered equal, that everyone's in-
terests should count the same. From the per-
spective of morality, no person is any better than
my other. Everyone should be treated the same
less there is a morally relevant difference be-
tween persons. We probably would be completely
afflicted if someone seriously said something like
murther is wrong...except when committed y myself," when there was no morally relevant
ference between that person and the rest of
he world. If we took such a statement seriously
t all, we would likely not reject it but also
would not even consider it a bona fide moral
time, or moral event.

The requirement of moral impartiality prohib-
s discrimination against people merely because
they are different—different in ways that are not
morally relevant. Two people can be different in
any ways: skin color, weight, gender, income,
g. occupation, and so forth. But these are not
ferences relevant to the way they should be
treated as persons. On the other hand, if there
re morally relevant differences between people,
hen we may have good reasons to treat them
differently, and this treatment would not be a
olation of impartiality. This is how philosopher
Rachels explains the point:

The requirement of impartiality, then, is at bottom
nothing more than a proscription against arbitrar-
iness in dealing with people. It is a rule that fords
us from treating one person differently from
other when there is no good reason to do so. But
if this explains what is wrong with racism, it also
explains why, in some special kinds of cases, it is
not racist to treat people differently: Suppose a film
maker or TV director was making a movie about the
life of Martin Luther King, Jr. He would have a perfectly
good reason for ruling out Tom Cruise for the
narring role. Obviously, such casting would make no sense.
Because there would be a good reason for it, the
director's "discrimination" would not be arbitrary
and so would not be open to criticism.1

reasonableness. To participate in morality—to
engage in the essential, unavoidable practices of
the moral life—is to do moral reasoning. If our
moral judgments are to have any weight at all, if
they are to be anything more than mere personal
taste or knee-jerk emotional response, they must
be backed by the best of reasons. They must be
the result of careful reflection in which we ar-
rive at good reasons for accepting them, reasons
that could be acknowledged as such by any other
reasoning persons.

Both logic and our commonsense moral
experience demand that the thorough sift-
ing of reasons constitute the main work of our
moral deliberations—regardless of our particu-
lar moral outlook or theory. We would think it
odd, perhaps even perverse, if someone asserted
that physician-assisted suicide is always mor-
ally wrong—and then said she has no reasons at
all for believing such a judgment but just does.
Whatever our views on physician-assisted sui-
cide, we would be justified in ignoring her judg-
ment, for we would have no way to distinguish it
from personal whim or wishful thinking. Like-
wise she herself (if she genuinely had no good
reasons for her assertion) would be in the same
boat, adrift with a firm opinion moored to noth-
ing solid.

Our feelings, of course, are also part of our
moral experience. When we ponder a moral issue
we care about (abortion, for example), we may
feel anger, sadness, disgust, fear, irritation, or
sympathy. Such strong emotions are normal and
often useful, helping us empathize with others,
deepening our understanding of human suffer-
ing, and sharpening our insight into the conse-
quences of our moral decisions. But our feelings
may mislead us by reflecting not moral truth but
our own psychological needs, our own personal
or cultural biases, or our concern for personal ad-
vantage. Throughout history, some people's feel-
ings led them to conclude that women should be
burned for witchcraft, that whole races should be
exterminated, that black men should be lynched,
and that adherents of a different religion were
evil. Critical reasoning can help restrain such
terrible impulses. It can help us put our feelings
in proper perspective and achieve a measure of


Some people confuse morality with the law, or iden-
tify the one with the other, but the two are distinct
though they may often coincide. Laws are norms en-
acted or enforced by the state to ensure or pro-
mote the public good. They specify which actions are
legally right or wrong. But these same actions can
also be judged morally right or wrong, and these two
types of judgments will not necessarily agree. Lying to
a friend about a personal matter, deliberately trying to
destroy yourself through reckless living, or failing to
save a drowning child (when you easily could have)
may be immoral—but not illegal. Racial bias, discrimi-
nation based on gender or sexual orientation, slav-
ery, spousal rape, and unequal treatment of minority
groups are immoral—but, depending on the society,
they may not be illegal.

Much of the time, however, morality and the law
overlap. Often what is immoral also turns out to be
illegal. This is usually the case when immoral actions
cause substantial harm to others, whether physical or

Chapter 1: Moral Reasoning in Bioethics 7

In Depth: Morality and the Law

Euthanasia. One cannot consider the moral
dimensions of these issues without understanding
the underpinnings of bioethics. Bioethics is the
study of moral questions raised by the practice of
health care and encompasses a wide range of
issues, including the ethical implications of bi-
technology, medical research, and end-of-life
decisions. Central to bioethics is the idea of
"reasonableness," or the notion that our moral
decisions should be grounded in rational thought
and reflection.

Euthanasia is a complex issue that involves
questions of autonomy, compassion, and the
value of life. The debate surrounding euthanasia
often centers on whether it is morally justifiable
to end a patient's life when they are suffering
and unable to make decisions for themselves.

Some argue that euthanasia is a compassionate
response to alleviate a patient's pain and suffering,
while others believe it violates the patient's autonomy
and the sanctity of life. The legal and ethical
implications of euthanasia are subject to varying
interpretations and are influenced by cultural
values, religious beliefs, and legal frameworks.

The Ethics of Assisted Suicide. Assisted suicide
is closely related to the question of euthanasia
and involves the active helping of a person to end
their own life. Like euthanasia, assisted suicide
raises profound questions about the nature of
morality, the value of life, and the rights of
individuals to make decisions about their own
physical well-being.

Justifying Assisted Suicide. Some advocates of
assisted suicide argue that it is a necessary
response to the suffering of terminally ill
patients. They contend that granting such
requests aligns with the principle of beneficence,
which prioritizes the well-being and happiness
of individuals. Others argue that the right to
self-determination should be upheld, allowing
patients to make decisions about their own
end-of-life care.

Legal Status of Assisted Suicide. The legal
status of assisted suicide varies widely across
different countries and jurisdictions. Some jurisdictions
allow assisted suicide under certain conditions,
while others strictly prohibit it.

Bioethics and the Law. One challenge faced by
the bioethics community is how to reconcile
bioethical principles with legal frameworks. This
intersection of ethics and law is essential for
shaping public policy and ensuring that health care
providers are able to provide compassionate
and effective care while also upholding the
values of reason and justice.
We can see appeals to moral principles in countless cases. Confronted by a pain-racked, terminally ill patient who demands to have his life ended, his physician refuses to comply, relying on the principle that "it is wrong to intentionally take a life." Another physician makes a different choice in similar circumstances, insisting that the relevant principle is "ending the suffering of a hopelessly ill patient is morally permissible." An infant is born anencephalic (without a brain); it will never have a conscious life and will die in a few days. The parents decide to donate the infant's organs to other children so that they might live a little longer. The first physician chooses right away before they deteriorate. A critic of the parents' decision argues that "it is unethical to kill in order to save." But someone else appeals to the principle "save as many children as possible." In such ways moral principles help guide our actions and inform our judgments about right and wrong, good and evil.

As discussed in Chapter 2, moral principles are often drawn from a moral theory, which is a moral standard on the most general level. The principles are derived from or supported by the theory. Many times we simply appeal directly to a plausible moral principle without thinking much about its theoretical underpinnings.

Philosophers make a distinction between absolute and relative moral principles. An absolute principle applies without exceptions. An absolute principle that we should not lie demands that we never lie regardless of the circumstances or the consequences. In contrast, a prima facie principle applies in all cases unless an exception is warranted. Exceptions are justified when the principle conflicts with other principles.所以我们 may have given credit for drawing this distinction in his 1930 book The Right and the Good. It is essential to his account of ethics, which has a core of several moral principles or duties, any of which might come into conflict.

Physicians have a prima facie duty to be truthful to their patients as well as a prima facie duty to promote their welfare. But if these duties come in conflict—if, for example, telling a patient the truth about his condition would somehow result in his death—a physician might decide that the duty of truthfulness should yield to the weightier duty to do good for the patient.

Moral principles are many and varied, but in bioethics the following have traditionally been extremely influential and particularly relevant to the kinds of moral issues that arise in health care, medical research, and biotechnology. In fact, many—perhaps most—of the thorniest issues in bioethics arise from conflicts among these basic principles. In one formulation or another, each one might be expressed in a way that would inform and guide our thinking about the moral choices they generate, providing evidence that the principles capture something essential in our moral experience. The principles are (1) autonomy, (2) beneficence, (3) utility, and (4) justice.

Autonomy

Autonomy refers to a person's rational capacity for self-governance or self-determination—the ability to direct one's own life and choose for oneself. The principle of autonomy insists on full respect for autonomy. One way to express the principle is: Autonomous persons should be allowed to exercise their capacity for self-determination. According to one major ethical tradition, autonomous persons have intrinsic worth precisely because they have the capacity to make moral decisions and personal choices. They therefore must be treated with respect, which means not violating their autonomy by ignoring or thwarting their ability to choose their own paths and make their own judgments.

The principle of respect for autonomy places severe restraints on what can be done to an autonomous person. There are exceptions, but in general persons are not permitted to violate people's autonomy just because we disagree with their decisions, or because society might benefit, or because the violation is for their own good. We cannot legitimately impair someone's autonomy without strong justification for doing so. Conducting medical experiments on patients without their consent, treating competent patients against their will, physically restraining or confining patients for no medical reason—such practices constitute obvious violations of personal autonomy.

Not all restrictions on autonomy, however, are of the physical kind. Autonomy involves the capacity to make personal choices, but choices cannot be considered entirely autonomous unless they are fully informed. When we make decisions in ignorance—without relevant information or blinded by misinformation—our autonomy is diminished just as surely as if someone physically manipulated us. If this is correct, then we have a plausible explanation of why lying is generally considered a supererogatory act. It cannot mean either "obligatory" or "permissible." An obligatory act is one that would be wrong to perform. We are obligated or required to do it. An act is per­mitted is one that is permitted. It is not wrong to perform it. An act is prohibited if it is an act that is required to do it. A supererogatory act is one that is "above and beyond" our duty. It is praiseworthy—a good thing to do—but not required. Giving all your possessions to the poor is generally considered a supererogatory act.

MORAL PRINCIPLES IN BIOETHICS

As noted earlier, the main work of bioethics is trying to solve bioethical problems using the potent resources and methods of moral philosophy, which include, at a minimum, critical reasoning, logical argument, and conceptual analysis. Many, perhaps most, moral philosophers would be quick to point out that beyond these tools of reason lies the considerable help of moral principles. (The same could be said about moral theories, which we explore in the next chapter.)

Certainly to be useful, moral principles must be interpreted, often filled out with specifics, and balanced with other moral concerns. But both in everyday life and in bioethics, moral principles are widely thought to be indispensable to moral decision making.
may be curtailed to prevent harm to others. To prevent people from being victimized by thieves and murderers, we have a justice system that prosecutes and imprisons the perpetrators. To discourage hospitals and health care workers from hurting patients through carelessness or fraud, laws and regulations limit what they can do to people in their care. To stop someone from hurting patients through carelessness or negligence, we have a justice system that protects the welfare of patients. If a health care worker violates this principle if he or she deliberately performs an action that harms or injures a patient. If a physician intentionally administers a drug that she knows will induce a heart attack in a patient, she obviously violates the principle—she clearly does something that is morally (and legally) wrong. But she also violates it if she injures a patient through recklessness, negligence, or inexcusable ignorance. She may not intend to hurt anyone, but she is guilty of the violation just the same.

Implicit in the principle of nonmaleficence is the notion that health professionals must exercise "due care." The possibility of causing some pain, suffering, or injury is inherent in the care and treatment of patients, so we cannot realistically expect health professionals never to harm anyone. But we do expect them to use due care—to act reasonably and responsibly to minimize the harm or the chances of causing harm. If a physician must cause patients some harm to give them a cure, we expect her to try to produce the least amount of harm possible to achieve the results. And even if her treatments cause no actual pain or injury in a particular instance, we expect her not to use treatments that have a higher chance of causing harm than necessary. By the lights of the nonmaleficence principle, subjecting patients to unnecessary risks is wrong even if no damage is done.

Active beneficence demands that we do more than just avoid inflicting pain and suffering. It says that we should actively promote the well-being of others and prevent or remove harm to them. In bioethics, nonmaleficence is the most widely recognized moral principle. Its aphoristic expression has been embraced by practitioners of medicine for centuries: "Above all, do no harm." A more precise formulation of the principle is: We should not cause unnecessary injury or harm to those in our care. In whatever form, nonmaleficence is the bedrock precept of countless codes of professional conduct, institutional regulations, and governmental rules and laws designed to protect the welfare of patients. A health care worker may intentionally violate this principle if he or she deliberately performs an action that harms or injures a patient. If a physician intentionally administers a drug that she knows will induce a heart attack in a patient, she obviously violates the principle—she clearly does something that is morally (and legally) wrong. But she also violates it if she injures a patient through recklessness, negligence, or inexcusable ignorance. She may not intend to hurt anyone, but she is guilty of the violation just the same.

Implicit in the principle of nonmaleficence is the notion that health professionals must exercise "due care." The possibility of causing some pain, suffering, or injury is inherent in the care and treatment of patients, so we cannot realistically expect health professionals never to harm anyone. But we do expect them to use due care—to act reasonably and responsibly to minimize the harm or the chances of causing harm. If a physician must cause patients some harm to give them a cure, we expect her to try to produce the least amount of harm possible to achieve the results. And even if her treatments cause no actual pain or injury in a particular instance, we expect her not to use treatments that have a higher chance of causing harm than necessary. By the lights of the nonmaleficence principle, subjecting patients to unnecessary risks is wrong even if no damage is done.

Active beneficence demands that we do more than just avoid inflicting pain and suffering. It says that we should actively promote the well-being of others and prevent or remove harm to them. In bioethics, nonmaleficence is the most widely recognized moral principle. Its aphoristic expression has been embraced by practitioners of medicine for centuries: "Above all, do no harm." A more precise formulation of the principle is: We should not cause unnecessary injury or harm to those in our care. In whatever form, nonmaleficence is the bedrock precept of countless codes of professional conduct, institutional regulations, and governmental rules and laws designed to protect the welfare of patients. A health care worker may intentionally violate this principle if he or she deliberately performs an action that harms or injures a patient. If a physician intentionally administers a drug that she knows will induce a heart attack in a patient, she obviously violates the principle—she clearly does something that is morally (and legally) wrong. But she also violates it if she injures a patient through recklessness, negligence, or inexcusable ignorance. She may not intend to hurt anyone, but she is guilty of the violation just the same.

Implicit in the principle of nonmaleficence is the notion that health professionals must exercise "due care." The possibility of causing some pain, suffering, or injury is inherent in the care and treatment of patients, so we cannot realistically expect health professionals never to harm anyone. But we do expect them to use due care—to act reasonably and responsibly to minimize the harm or the chances of causing harm. If a physician must cause patients some harm to give them a cure, we expect her to try to produce the least amount of harm possible to achieve the results. And even if her treatments cause no actual pain or injury in a particular instance, we expect her not to use treatments that have a higher chance of causing harm than necessary. By the lights of the nonmaleficence principle, subjecting patients to unnecessary risks is wrong even if no damage is done.

Active beneficence demands that we do more than just avoid inflicting pain and suffering. It says that we should actively promote the well-being of others and prevent or remove harm to them. In bioethics, nonmaleficence is the most widely recognized moral principle. Its aphoristic expression has been embraced by practitioners of medicine for centuries: "Above all, do no harm." A more precise formulation of the principle is: We should not cause unnecessary injury or harm to those in our care. In whatever form, nonmaleficence is the bedrock precept of countless codes of professional conduct, institutional regulations, and governmental rules and laws designed to protect the welfare of patients. A health care worker may intentionally violate this principle if he or she deliberately performs an action that harms or injures a patient. If a physician intentionally administers a drug that she knows will induce a heart attack in a patient, she obviously violates the principle—she clearly does something that is morally (and legally) wrong. But she also violates it if she injures a patient through recklessness, negligence, or inexcusable ignorance. She may not intend to hurt anyone, but she is guilty of the violation just the same.

Implicit in the principle of nonmaleficence is the notion that health professionals must exercise "due care." The possibility of causing some pain, suffering, or injury is inherent in the care and treatment of patients, so we cannot realistically expect health professionals never to harm anyone. But we do expect them to use due care—to act reasonably and responsibly to minimize the harm or the chances of causing harm. If a physician must cause patients some harm to give them a cure, we expect her to try to produce the least amount of harm possible to achieve the results. And even if her treatments cause no actual pain or injury in a particular instance, we expect her not to use treatments that have a higher chance of causing harm than necessary. By the lights of the nonmaleficence principle, subjecting patients to unnecessary risks is wrong even if no damage is done.

Active beneficence demands that we do more than just avoid inflicting pain and suffering. It says that we should actively promote the well-being of others and prevent or remove harm to them. In bioethics, nonmaleficence is the most widely recognized moral principle. Its aphoristic expression has been embraced by practitioners of medicine for centuries: "Above all, do no harm." A more precise formulation of the principle is: We should not cause unnecessary injury or harm to those in our care. In whatever form, nonmaleficence is the bedrock precept of countless codes of professional conduct, institutional regulations, and governmental rules and laws designed to protect the welfare of patients. A health care worker may intentionally violate this principle if he or she deliberately performs an action that harms or injures a patient. If a physician intentionally administers a drug that she knows will induce a heart attack in a patient, she obviously violates the principle—she clearly does something that is morally (and legally) wrong. But she also violates it if she injures a patient through recklessness, negligence, or inexcusable ignorance. She may not intend to hurt anyone, but she is guilty of the violation just the same.

Implicit in the principle of nonmaleficence is the notion that health professionals must exercise "due care." The possibility of causing some pain, suffering, or injury is inherent in the care and treatment of patients, so we cannot realistically expect health professionals never to harm anyone. But we do expect them to use due care—to act reasonably and responsibly to minimize the harm or the chances of causing harm. If a physician must cause patients some harm to give them a cure, we expect her to try to produce the least amount of harm possible to achieve the results. And even if her treatments cause no actual pain or injury in a particular instance, we expect her not to use treatments that have a higher chance of causing harm than necessary. By the lights of the nonmaleficence principle, subjecting patients to unnecessary risks is wrong even if no damage is done.

Active beneficence demands that we do more than just avoid inflicting pain and suffering. It says that we should actively promote the well-being of others and prevent or remove harm to them. In bioethics, nonmaleficence is the most widely recognized moral principle. Its aphoristic expression has been embraced by practitioners of medicine for centuries: "Above all, do no harm." A more precise formulation of the principle is: We should not cause unnecessary injury or harm to those in our care. In whatever form, nonmaleficence is the bedrock precept of countless codes of professional conduct, institutional regulations, and governmental rules and laws designed to protect the welfare of patients. A health care worker may intentionally violate this principle if he or she deliberately performs an action that harms or injures a patient. If a physician intentionally administers a drug that she knows will induce a heart attack in a patient, she obviously violates the principle—she clearly does something that is morally (and legally) wrong. But she also violates it if she injures a patient through recklessness, negligence, or inexcusable ignorance. She may not intend to hurt anyone, but she is guilty of the violation just the same.

Implicit in the principle of nonmaleficence is the notion that health professionals must exercise "due care." The possibility of causing some pain, suffering, or injury is inherent in the care and treatment of patients, so we cannot realistically expect health professionals never to harm anyone. But we do expect them to use due care—to act reasonably and responsibly to minimize the harm or the chances of causing harm. If a physician must cause patients some harm to give them a cure, we expect her to try to produce the least amount of harm possible to achieve the results. And even if her treatments cause no actual pain or injury in a particular instance, we expect her not to use treatments that have a higher chance of causing harm than necessary. By the lights of the nonmaleficence principle, subjecting patients to unnecessary risks is wrong even if no damage is done.

Active beneficence demands that we do more than just avoid inflicting pain and suffering. It says that we should actively promote the well-being of others and prevent or remove harm to them. In bioethics, nonmaleficence is the most widely recognized moral principle. Its aphoristic expression has been embraced by practitioners of medicine for centuries: "Above all, do no harm." A more precise formulation of the principle is: We should not cause unnecessary injury or harm to those in our care. In whatever form, nonmaleficence is the bedrock precept of countless codes of professional conduct, institutional regulations, and governmental rules and laws designed to protect the welfare of patients. A health care worker may intentionally violate this principle if he or she deliberately performs an action that harms or injures a patient. If a physician intentionally administers a drug that she knows will induce a heart attack in a patient, she obviously violates the principle—she clearly does something that is morally (and legally) wrong. But she also violates it if she injures a patient through recklessness, negligence, or inexcusable ignorance. She may not intend to hurt anyone, but she is guilty of the violation just the same.
causing them great pain and distress, but is rarely fatal. How best to maximize the good? Questions of justice arise in different spheres of human endeavor: Retributive justice, for example, concerns the fair meting out of punishment for wrongdoing. On this matter, some argue that justice is served only when people are punished for past wrongs, when they get their just deserts. Others insist that justice demands that people be punished not because they deserve punishment, but because the punishment will deter further unacceptable behavior. Distributive justice concerns the fair distribution of society's advantages and disadvantages—for example, jobs, income, welfare aid, health care, rights, taxes, and public service. Distributive justice is a major issue in bioethics, where many of the most intensely debated questions are about who gets health care, what or how much they should get, and who should pay for it.

Distributive justice is a vast topic, and many theories have been proposed to identify and justify the properties, or traits, of just distributions. A basic precept of most of these theories is what may plausibly be regarded as the core of the principle of justice: Equals should be treated equally. (Recall that this is one of the defining elements of ethics itself, impartiality.) The idea is that people should be treated the same unless there is a morally relevant reason for treating them differently. We would think it unjust for a physician or nurse to treat his white diabetic patients more carefully than he does his black diabetic patients—and to do so without a sound medical reason. We would think it unfair to award the only available kidney to the transplant candidate who is a member of the "right" political party or has the best personal relationship with hospital administrators.

The principle of justice has been at the heart of debates about just distribution of benefits and burdens (including health care) for society as a whole. The disagreements have generally not been about the legitimacy of the principle, but about how it should be interpreted. Different theories of justice try to explain in what respects equals should be treated equally.

Liberarian theories emphasize personal freedoms and the right to pursue one's own socioeconomic and economic well-being in a free market without interference from others. Ideally, the role of government is limited to night-watchman functions—the protection of society and free economic systems from coercion and fraud. All other social or economic benefits are the responsibility of individuals. Government should not be in the business of seeking to make sure that the weak or economically disadvantaged, for that would require violating people's liberty by taking resources from the haves to give to the have-nots. So universal health care is out of the question. For the libertarian, then, people have equal intrinsic worth, but this does not entitle them to an equal distribution of economic advantages. Individuals are entitled only to what they can acquire through their own hard work and ingenuity.

Egalitarian theories maintain that a just distribution is an equal distribution. Ideally, social benefits—whether jobs, food, health care, or something else—should be allotted so that everyone has an equal share. Treating people equally means making sure everyone has equal access to certain minimal goods and services. To achieve this level of equality, individual liberties will have to be restricted, measures that libertarians would never countenance. In a pure egalitarian society, universal health care would be guaranteed.

Between strict libertarian and egalitarian views of justice lie some theories that try to achieve a plausible fusion of both perspectives. With a nod toward libertarianism, these theories may exhibit a healthy respect for individual liberty and governmental interference in economic enterprises. But leaning toward egalitarianism, they may also mandate that the basic needs of the least well-off citizens be met.

In bioethics, the principle of justice and the theories used to explain it are constantly being marshaled to support or reject health care policies of all kinds. They are frequently used—along with other moral principles—to evaluate, design, and challenge a wide range of health care programs and strategies. They are, in other words, far from being merely academic.

ETHICAL RELATIVISM

The commonsense view of morality and moral standards is this: There are moral norms or principles that are valid for everyone. This claim is known as moral objectivism, the idea that at least some moral standards are objective. Moral objectivism, however, is threatened by moral absolutism, the belief that objective moral principles allow no exceptions or must be applied the same way in all cases and cultures. A moral objectivist can be absolutist about moral principles, or she can avoid absolutism by accepting that moral principles are prima facie. In any case, most people probably assume some form of moral objectivism and would not take seriously any claim implying that valid moral norms can be whatever we want them to be.

But moral objectivism is directly challenged by a doctrine that some find extremely appealing and that, if true, would undermine ethics itself: ethical relativism. According to this view, moral standards are not objective but are relative to what individuals or cultures believe. There simply are no objective moral truths, only relative ones. An action is morally right if endorsed by a person or culture and morally wrong if condemned by a person or culture. So euthanasia is right for person A if he approves of it but wrong for person B if she disapproves of it, and the same would go for cultures with similarly differing views on the subject. In this way, moral norms are not discovered but discovered by each individual or culture makes right and wrong. Ethical relativism pertaining to individuals is known as subjective relativism, more precisely stated as the view that right actions are those sanctioned by a person. Ethical relativism regarding cultures is called cultural relativism, the view that right actions are those sanctioned by one's culture.

In some ways, subjective relativism is a comforting position. It relieves individuals of the burden of serious critical reasoning about morality. After all, determining right and wrong is a matter of inventorying one's beliefs, and any sincerely held beliefs will do. Morality is essentially a matter of personal taste, which is an extremely easy thing to establish. Determining what one's moral views are may indeed involve deliberation and analysis—but neither of these is a necessary requirement for the job. Subjective relativism also helps people short-circuit the unpleasantness of moral debate. The subjective relativist's familiar refrain—"That may be your truth, but it's not my truth"—has a way of stopping conversations and putting an end to reasoned arguments.

The doctrine, however, is difficult to maintain consistently. On issues that the relativist cares little about (the moral rightness of gambling, say), she may be content to point out that moral norms are relative to each individual and that "to each his own." But on more momentous topics (such as genocide in Africa or the Middle East), she may slip back into objectivism and declare that genocide is morally wrong—not just wrong for her but wrong period.

Such inconsistencies hint that there may be something amiss with subjective relativism, and indeed there is: It seems to conflict violently with commonsense realities of the moral life. For one
Many moral philosophers have been quick to point out that differences in moral judgments from culture to culture do not in themselves prove a difference in moral standards. Some anthropologists have made the same argument. Solomon Asch, for example, says, "We consider it wrong to take food away from a hungry child, but not if he is overeating. We consider it right to promise, but not if it is a promise to commit a crime. . . . It has been customary to hold that diverse evaluations of the same act are automatic evidence for the presence of different principles of evaluation. The preceding examples point to an error in this interpretation. Indeed, an examination of the relational factors points to the operation of constant principles in situations that differ in concrete details.... Anthropological evidence does not furnish proof of relativism. We do not know of societies in which bravery is despicable and cowardice held up to honor, in which generosity is considered a vice and ingratitude a virtue. It seems rather that the relations between valuation and meaning are invariant."

as a result, the doctrine implies that each person is morally infallible. An action is morally right for someone if he approves of it—if he sincerely believes it to be right. His approval makes the action right, and—if his approval is genuine—he cannot be mistaken. His believing it to be right makes it right, and that's the end of it. If he endorses infanticide as a method of population control, then infanticide is morally permissible. His sincere approval settles the issue, and he cannot be in error. But our commonsense moral experience suggests that this relativist account is absurd. Our judgments about moral matters—actions, principles, and people—are often wide of the mark. We are morally fallible, and we are rightly suspicious of anyone who claims to be otherwise.

There is a more disturbing way to frame this point. Suppose former Iraqi leader Saddam Hussein approved of slaughtering thousands of Iraqis during his reign. Suppose Hitler approved of killing millions of Jews during World War II. Suppose American serial killer and cannibal Jeffrey Dahmer approved of his murdering 17 men and boys. Then by the lights of subjective relativism, all these mass killings were morally right because their perpetrators deemed them so. But we would find this conclusion almost impossible to swallow. We would think these actions morally wrong whether the killers approved of their own actions or not.

Subjective relativism also implies that another commonplace of the moral life is an illusion: moral disagreement. Consider: Hernando tells Sophia that allowing seriously impaired infants to die is morally right. Sophia replies that allowing seriously impaired infants to die is morally wrong. We may think that Hernando and Sophia are having a straightforward disagreement over an important moral issue. But according to subjective relativism, no such disagreement is happening at all. There is no way to adjudicate the approval of the actions in question, Hernando is essentially expressing his personal taste on the issue, and Sophia is expressing her personal taste. He is saying he likes something; she says she does not like it—and they could both be correct. Subjective relativism implies that they are not uttering conflicting claims at all—they are discussing different subjects, their own personal feelings or preferences. But this strange dance is not at all what we think we are doing when we have a moral disagreement. Because subjective relativism conflicts with what we take to be a basic fact of the moral life, we have good reason to doubt it.

Cultural relativism seems to many to be a much more plausible doctrine. In fact, many people think it obviously true, supported as it is by a convincing argument and the common conviction that it is admirably consistent with social tolerance and understanding in a pluralistic world. The argument in its favor goes like this:

1. If people's moral judgments differ from culture to culture, moral norms are relative to culture (there are no objective moral standards).
2. People's moral judgments do differ from culture to culture.
3. Therefore, moral norms are relative to culture (there are no objective moral standards).

Is it this argument? That is, does it provide us with good reason to accept the conclusion (statement 3)? For an argument to be good, its conclusion must follow logically from the premises, and the premises must be true. In this case, the conclusion does indeed follow logically from the premises (statements 1 and 2). The truth of the premises is another matter.

Let us look first at premise 2. All sorts of empirical evidence—including a trove of anthropological and sociological data—show that the premise is in fact true. Clearly, the moral beliefs of people from diverse cultures often do differ drastically on the same moral issue. Some societies hold that it is a kindly act to take food away from a hungry child; others do not want their elders to spend eternity in the same physical condition they were in when they passed away. We are unlikely to share these people's nonmoral beliefs. But it is clear that people from diverse cultures often do differ on moral issues.

But what of premise 1—is it also true? It says that because cultures have different moral beliefs, they must also have different moral standards, which means morality is relative to culture. If diverse moral standards arise from each culture, then morality cannot be objective, applying to all people everywhere. There is no objective morality, just moralities.

Premise 1, however, is false. First, from the fact that cultures have divergent moral beliefs on an issue, it does not logically follow that there is no objective moral truth to be sought, that there is no opinion that is objectively correct. People may disagree about the existence of biological life on Mars, but the disagreement does not demonstrate that there is no fact of the matter or that no statement on the subject could be objectively true. Disagreements on a moral question may simply indicate that there is an objective fact of the matter but that someone (or everyone) is wrong about it.

Second, a conflict between moral beliefs does not necessarily indicate a fundamental conflict between basic moral principles. Moral judgments from different cultures are often in harmony. For example, anthropologists have shown that diverse moral standards arise from each culture, but that put those principles in very different light. From the annals of anthropology, for example, we have the classic story of a culture that sanctions the killing of parents when they become elderly. But consider: This strange (to us) practice, no doubt appealing to many of us, is a violation of people's nonmoral beliefs. But it is clear that people from diverse cultures often do differ drastically on the same moral issue. Some societies hold that it is a kindly act to take food away from a hungry child; others do not want their elders to spend eternity in the same physical condition they were in when they passed away. We are unlikely to share these people's nonmoral beliefs. But it is clear that people from diverse cultures often do differ on moral issues.

But what of premise 1—is it also true? It says that because cultures have different moral beliefs, they must also have different moral standards, which means morality is relative to culture. If diverse moral standards arise from each culture, then morality cannot be objective, applying to all people everywhere. There is no objective morality, just moralities.

Premise 1, however, is false. First, from the fact that cultures have divergent moral beliefs on an issue, it does not logically follow that there is no objective moral truth to be sought, that there is no opinion that is objectively correct. People may disagree about the existence of biological life on Mars, but the disagreement does not demonstrate that there is no fact of the matter or that no statement on the subject could be objectively true. Disagreements on a moral question may simply indicate that there is an objective fact of the matter but that someone (or everyone) is wrong about it.

Second, a conflict between moral beliefs does not necessarily indicate a fundamental conflict between basic moral principles. Moral judgments from different cultures are often in harmony. For example, anthropologists have shown that diverse moral standards arise from each culture, but that put those principles in very different light. From the annals of anthropology, for example, we have the classic story of a culture that sanctions the killing of parents when they become elderly. But consider: This strange (to us) practice, no doubt appealing to many of us, is a violation of people's nonmoral beliefs. But it is clear that people from diverse cultures often do differ drastically on the same moral issue. Some societies hold that it is a kindly act to take food away from a hungry child; others do not want their elders to spend eternity in the same physical condition they were in when they passed away. Those who kill their parents are doing so because they believe their parents will be happier, that is, because they believe that their parents will be happier. But consider: This strange (to us) practice, no doubt appealing to many of us, is a violation of people's nonmoral beliefs. But it is clear that people from diverse cultures often do differ drastically on the same moral issue.
cultural relativism implies moral infallibility, a very hard implication to take seriously. As the doctrine would have it, if a culture genuinely approves of an action, then there can be no question about the action’s moral rightness: It is right, and that’s that. Cultures make moral rightness, so they cannot be mistaken about it. But is it at all plausible that cultures can be right about moral rightness? Throughout history, cultures have approved of massacres, slavery, holocausts, massacres, mass rape, torture of innocents, burning of heretics, and much more. Is it reasonable to conclude that the cultures that approved of such deeds could not have been mistaken?

Related to the infallibility problem is this difficulty: Cultural relativism implies that we cannot legitimately criticize other cultures. If a culture approves of its actions, then those actions are morally right—and it does not matter one bit whether another culture disapproves of them. Remember, there is no objective moral code to appeal to. Each society is its own master of the moral law. It makes no sense for society X to accuse society Y of immorality, for what society Y approves of is moral. Some may be willing to accept this consequence of cultural relativism, but look at what it would mean. What if the people of Germany approved of the extermination of millions of Jews, Gypsies, and others during World War II? Then the extermination was morally right. Suppose the people of Libya approved of the terrorist bombing of Pan American flight 103 over Lockerbie, Scotland, killing 270 people (a tragedy for which the Libyan government eventually took responsibility). Then the bombing was morally right, and those who placed the bomb on board did no wrong. But all this seems very much at odds with our moral experience. We think it makes perfect sense sometimes to condemn other cultures for morally wrong actions. Now consider the notion of moral progress. We sometimes compare what people did in the past with what they do now, noting that current practices are morally better than they used to be. We no longer countenance such horrors as massacres, beheadings of people, slavery, and lynchings, and we think that these changes are signs of moral progress. But cultural relativism implies that there cannot be any such thing as moral progress. To claim legitimately that there has been moral progress, there must be an objective, transcultural standard for comparing cultures of the past and present. But according to cultural relativism, there are no objective moral standards, just norms relative to each culture. On the other hand, if there is moral progress as we think there is, then there must be objective moral standards.

Cultural relativism also has a difficult time explaining the moral status of social reformers. We tend to believe they are at least sometimes right and morally right. When we do cultural relativism, however, we think of such moral exemplars as Martin Luther King, Jr., Mahatma Gandhi, and Susan B. Anthony, all of whom agitated for justice and moral progress. But one of the consequences of cultural relativism is that social reformers could never be morally right. By definition, what society judges to be morally right is morally right, and society can never agree with society, they could not be right—ever. But surely on occasion it’s the reformers who are right and society is wrong.

There is also the serious difficulty of using cultural relativism to make moral decisions. Cultural relativism says that moral rightness is whatever a culture or society approves of, but determining the terrorist bomb was morally right because of its apparent justification is known as the divine command theory; in the first option, God creates the moral law (the divine command theory); in the second, the moral law is independent of God’s will so that even God is subject to it. Critics of the divine command theory have argued that the first option implies the moral law is entirely arbitrary. The second option denies the theory.

The arbitrariness is thought to arise like this: If actions are morally right just because God commands them to be so, then it is possible that any actions whatsoever could be morally right. The murder and rape of innocents, the oppression of the weak, the abuse of the poor—these and many other awful deeds would be morally permissible.
if God so willed. There would be no independent standard to judge that these acts are wrong, no moral reasons apart from God's will to suggest that such deeds are evil. God would be free to establish arbitrarily any actions whatsoever as morally right.

Defenders of the divine command theory have replied to the arbitrariness charge by saying that God would never command something evil because God is all-good. But critics point out that if the theory is true, the assertion that God is all-good would be meaningless, and the traditional religious idea of the goodness of God would collapse. If God makes the moral law, then the moral term good would mean "commanded by God." But then "God is good" would mean something like "God does what God commands" or even "God is what God is," which tells us nothing about the goodness of God. Likewise, "God's commands are good" would translate as "God's commands are God's commands." This attempt to escape the charge of arbitrariness seems to have intolerable implications.

Theists and nontheists alike find this horn of Socrates' dilemma—the idea of an arbitrary, divinely ordained morality—innocent. They therefore reject the divine command theory and embrace the other horn, the view that right and wrong are independent of God's will. Moral standards are inherent to God, binding on both God and mortals. If there are divine commands, they will conform to these independent moral norms. The religious may then claim that God is good—good because he abides perfectly by the moral law and guides the conduct of believers accordingly.

If moral standards are not grounded in the divine will, if they are logically independent of religion, then morality is a legitimate concern for the religious and nonreligious alike, and everyone has equal access to moral reflection and the moral life. The best evidence for the latter is ethics itself. The fact is that people do ethics. They use critical reasoning and experience to determine moral norms, explore ethical issues, test moral theories, and live a good life. The results of these explorations are moral outlooks and standards founded on good reasons and arguments and assisted to by reflective people everywhere.

In bioethics, the informed opinions of religious people are as relevant as those of secularists. But all parties must be willing to submit their views to the tests and criteria of critical reasoning and evidence.

But even if ethics does not have this independent status, there are still good reasons for religious believers to know how to use the critical tools that ethics offers. First, like many secular moral rules, religious moral codes are often vague and difficult to apply to conflicts and issues, especially in complex fields such as bioethics. Getting around this problem requires interpreting the codes, and this task involves consideration of broader norms or theories, a typical job for ethics. Second, like everyone else, believers must deal with moral conflicts of all sorts—including clashes between the moral beliefs of religious adherents, religious leaders, and religious traditions. What is often needed is a neutral standard and critical analyses to arrive at a resolution—tools that ethics can easily provide.

Morality_in_Bioethics

In critical reasoning, rules require grounds—chief among them being that positions must be explained and reasons must be given. If claims and assertions supporting reasons or arguments are likely to be ignored. In this arena, ethics is essential.

MORAL ARGUMENTS

Critical reasoning is something we employ every time we carefully and systematically assess the truth of a statement or the merits of a logical argument. We ask: Are there good reasons for believing this statement? Is this a good argument—does it prove its case? These sorts of questions are asked in every academic field and in every serious human endeavor. Wherever there is a need to acquire knowledge, to separate truth from falsity, and to come to a reliable understanding of how the world works, these questions are asked and answers are sought. Ethics is no exception. Critical reasoning in ethics—called moral reasoning—employs the same general principles of logic and evidence that guide the search for truth in every other field. So we need not wonder whether we use critical reasoning in ethics but whether we use it well.

Argument Fundamentals

Most critical reasoning is concerned in one way or another with the construction or evaluation of arguments. As you may have guessed, here argument means not an altercation but a set of assertions: at least one statement providing support for another statement. We have an argument when one or more statements give us reasons for believing another one. The supporting statements are premises, and the supported statement is the conclusion. In critical reasoning, the term statement also has a technical meaning. A statement (or claim) is an assertion that something is or is not the case and is therefore the kind of utterance that is either true or false. You need to understand at the outset that argument in this sense is not synonymous with persuasion. An argument provides us with reasons for accepting a claim; it is an attempted "proof" for an assertion. But persuasion does not necessarily involve giving any reasons at all for accepting a claim. Persuasion is an attempt to influence people's opinions, which can be accomplished by offering a good argument but also by misleading with logical fallacies, exploiting emotions and prejudices, dazzling with rhetorical gimmicks, hiding or distorting the facts, threatening or coercing people—the list is long. Good arguments prove something whether or not they persuade. Persuasive phrases can change minds but do not necessarily prove anything.

So we formulate an argument to try to show that a particular claim (the conclusion) should be believed, and we analyze an argument to see if it really does show what it purports to show. If the argument is good, we are entitled to believe its conclusion. If it is bad, we are not entitled to believe it.

Consider these two simple arguments:

**ARGUMENT 1**

Law enforcement in the city is a complete failure. Incidents of serious crime have doubled.

**ARGUMENT 2**

It's wrong to take the life of an innocent person. Abortion takes the life of an innocent person. So abortion is wrong.

In Argument 1, the conclusion is "Law enforcement in the city is a complete failure," which is supported by the premise "Incidents of serious crime have doubled." The conclusion of Argument 2 is "abortion is wrong" and it is backed by two premises: 'It's wrong to take the life of an innocent person' and 'Abortion takes the life of an innocent person.' Despite the differences between these two premises (differences in content, the number of premises, and the order of their parts), they are both arguments because they exemplify basic argument structure: a conclusion supported by at least one premise.

Though the components of an argument seem clear enough, people often fail to distinguish between arguments and strong statements that contain no arguments at all. Suppose we change Argument 1 into this:

**Law enforcement in the city is a complete failure. Nothing seems to work anymore.**

This situation is intolerable.

Now there is no argument, just an expression of annoyance or anger. There are no statements giving us reasons to believe a conclusion. What we have are some unsupported assertions that may merely appear to make a case. If we ignore the distinction between genuine arguments and nonargumentative material, critical reasoning is undone.

Assuming we can recognize an argument when we see it, how can we tell if it is a good one? Fortunately, the general criteria for judging the merits of an argument are simple and clear. A good argument—one that gives us good reasons
for believing a claim—must have (1) solid logic and (2) true premises. Requirement (1) means that the conclusion should follow logically from the premises, that there must be a proper logical connection between supporting statements and the statement supported. Requirement (2) says that what the premises assert must in fact be the case. An argument that fails in either respect is a bad argument.

There are two basic kinds of arguments—deductive and inductive—and our two requirements hold for both of them, even though the logical connections in each type are distinct. Deductive arguments are intended to give logically conclusive support to their conclusions so that if the premises are true, the conclusion absolutely must be true. Argument 2 is a deductive argument and is therefore supposed to be constructed so that if the two premises are true, its conclusion cannot possibly be false. Here it is with its structure laid bare:

**ARGUMENT 2**

1. It's wrong to take the life of an innocent person.
2. Rex is a dog.
3. Therefore, Rex is a mammal.

Do you see that, given the form or structure of this argument, if the premises are true, then the conclusion must be true? It would be very strange—illogical, in fact—to agree that the two premises are true while the conclusion is false.

Now look at this one:

**ARGUMENT 3**

1. All dogs are mammals.
2. Rex is a dog.
3. Therefore, Rex is a mammal.

Again, there is no way for the premises to be true while the conclusion is false. The deductive form of the argument guarantees this.

So a deductive argument is intended to have this sort of airtight structure. If it actually has this structure, it is said to be *valid*. Argument 2 is deductive because it is intended to provide logically conclusive support to its conclusion. It is valid because, as a matter of fact, it does offer this kind of support. A deductive argument that fails to provide conclusive support to its conclusion is said to be invalid. In such an argument, it is possible for the premises to be true and the conclusion false. Argument 3 is intended to have a deductive form, and because it actually does have this form, the argument is also valid.

An elementary fact about deductive arguments is that their validity (or lack thereof) is a separate issue from the truth of the premises. Validity is a structural matter, depending entirely on how an argument is put together. Truth concerns the nature of the claims made in the premises and conclusion. A deductive argument is supposed to be built so that if the premises are true, the conclusion must be true—but in a particular case, the premises might *not* be true. A valid argument can have true or false premises and a true or false conclusion. (By definition, of course, it cannot have true premises and a false conclusion.) In any case, being invalid or having false premises dooms a deductive argument.

Inductive arguments are supposed to give *probable* support to their conclusions. Unlike deductive arguments, they are not designed to support their conclusions decisively. They can establish only that, if their premises are true, their conclusions are probably true (are likely to be true than not). Argument 1 is an inductive argument meant to demonstrate the probable truth that "Law enforcement in the city is a complete failure." Like all inductive arguments (and unlike deductive ones), it can have true premises and a false conclusion. So the sole premise—"incidents of serious crime have doubled"—can be true while the conclusion is false.

If inductive arguments succeed in lending probable support to their conclusions, they are said to be *strong*. Strong arguments are such that if their premises are true, their conclusions are probably true. If they fail to provide this probable support, they are termed *weak*. Argument 1 is a weak argument because its premise, even if true, does not show that more likely than not law enforcement in the city is a complete failure. After all, even if incidents of serious crime have doubled, law enforcement may be successful in other ways, or incidents of serious crime may be up for reasons unrelated to the effectiveness of law enforcement.

But consider this inductive argument:

**ARGUMENT 4**

1. Eighty-five percent of the students at this university are Republicans.
2. Sonia is a student at this university.
3. Therefore, Sonia is probably a Republican.

This argument is strong. If its premises are true, its conclusion is likely to be true. If eighty-five percent of the university's students are Republicans, and Sonia is a university student, she is more likely than not to be a Republican, too.

When a valid (deductive) argument has true premises, it is a good argument. A good deductive argument is said to be *valid*. Argument 2 is valid, but we cannot say whether it is sound until we determine the truth of the premises. Argument 3 is valid, and if its premises are true, it is sound. When a strong (inductive) argument has true premises, it is also a good argument. A good inductive argument is said to be *cogent*. Argument 1 is weak, so there is no way it can be cogent. Argument 4 is strong, and if its premises are true, it is also a good argument.

Checking the validity or strength of an argument is often a plain, commonsense undertaking. Using our natural reasoning ability, we can examine how the premises are linked to the conclusion and can see quickly whether the conclusion follows from the premises. We are able to make an easy job of it when the arguments are simple. Many times, however, we need some help, and help is available in the form of methods and guidelines for evaluating arguments.

Having a familiarity with common argument patterns, or forms, is especially useful when assessing the validity of deductive arguments. We are likely to encounter these forms again and again in bioethics as well as in everyday life. Here is a prime example:

**ARGUMENT 5**

1. If the surgeon operates, then the patient will be cured.
2. The surgeon is operating.
3. Therefore, the patient will be cured.

This argument form contains a *conditional* premise—that is, a premise consisting of a conditional, or if-then, statement (actually a compound statement composed of two constituent statements). Premise 1 is a conditional statement. A conditional statement has two parts: the part beginning with "if" (called the antecedent) and the part beginning with "then" (known as the *consequent*). So the antecedent of premise 1 is "If the surgeon operates," and the consequent is "then the patient will be cured."

The best way to appreciate the structure of such an argument (or any deductive argument, for that matter) is to translate it into traditional or symbolic form, in which each statement is symbolized by a letter. Here is the symbolization for Argument 5:

1. If $p$, then $q$.
2. $p$.
3. Therefore, $q$.

We can see that $p$ represents "the surgeon operates," and $q$ represents "the patient will be cured." But notice that we can use this same symbolized argument form to represent countless other arguments—arguments with different statements but having the same basic structure.

It just so happens that the underlying argument form for Argument 5 is extremely common—common enough to have a name, *modus ponens* (or affirming the antecedent). The truly useful fact about *modus ponens* is that any argument having this form is valid. We can plug in any statements we want into the formula and the result will be a valid argument, a circumstance in which if the premises are true, the conclusion must be true.
Another common argument form is modus tollens (or denying the consequent). For example:

**Argument 6**
1. If the dose is low, then the healing is slow.
2. The healing is not slow.
3. Therefore, the dose is not low.

**Modus tollens** is also a valid form, and any argument using this form must also be valid.

There are also common argument forms that are invalid. Here are two of them:

**Affirming the Consequent**

**Argument 7**
1. If the patient is getting better, then drugs are unnecessary.
2. Drugs are unnecessary.
3. Therefore, the patient is getting better.

1. If p, then q.
2. Not q.
3. Therefore, not p.

**Denying the Antecedent**

**Argument 8**
1. If the rate of infection is increasing, then the patients will die.
2. The rate of infection is not increasing.
3. Therefore, the patients will not die.

1. If p, then q.
3. Therefore, not q.

The advantage of being able to recognize these and other common argument forms is that you can use that skill to determine readily the validity of many deductive arguments. You know, for example, that any argument having the same form as modus ponens or modus tollens must be valid, and any argument in one of the common invalid forms must be invalid.

**Patterns of Moral Arguments**

All that you have learned about argument fundamentals thus far applies directly to that sub-species of argument we are most interested in: moral argument. A moral argument is an argument whose conclusion is a moral statement, an assertion that an action is right or wrong or that a person or motive is good or bad. We utter a moral statement when we say such things as "Physician-assisted suicide is wrong," or "Maria should not have had an abortion," or "Dr. Jones is a good person." We are constantly making moral statements and including them in our moral arguments, which we frequently devise and hold up for inspection and evaluation.

Recall Argument 2, a simple (and common) moral argument:

1. It's wrong to take the life of an innocent person.
2. Abortion takes the life of an innocent person.
3. Therefore, abortion is wrong.

Here we can see all the standard features of a typical moral argument: (1) At least one premise (premise 1) is a moral statement asserting a general moral norm such as a moral principle; (2) at least one premise (premise 2) is a nonmoral statement describing an action or circumstance; and (3) the conclusion is a moral statement expressing a moral judgment about a specific action or circumstance.

Notice how natural this pattern seems. If we want to argue that a particular action (or kind of action) is wrong, for example, we must provide a reason for this moral judgment. The natural (and logical) move is to reach for a general moral principle that supports the judgment. Why is performing surgery on Mrs. Johnson without her consent wrong? Because, we might say, treating people without their consent is a violation of their autonomy (a moral principle), and performing surgery on Mrs. Johnson without her consent would be an instance of such a violation (a nonmoral fact).

**Patterns of Moral Arguments**

All that you have learned about argument fundamentals thus far applies directly to that sub-species of argument we are most interested in: moral argument. A moral argument is an argument whose conclusion is a moral statement, an assertion that an action is right or wrong or that a person or motive is good or bad. We utter a moral statement when we say such things as "Physician-assisted suicide is wrong," or "Maria should not have had an abortion," or "Dr. Jones is a good person." We are constantly making moral statements and including them in our moral arguments, which we frequently devise and hold up for inspection and evaluation.

Recall Argument 2, a simple (and common) moral argument:

1. It's wrong to take the life of an innocent person.
2. Abortion takes the life of an innocent person.
3. Therefore, abortion is wrong.

Here we can see all the standard features of a typical moral argument: (1) At least one premise (premise 1) is a moral statement asserting a general moral norm such as a moral principle; (2) at least one premise (premise 2) is a nonmoral statement describing an action or circumstance; and (3) the conclusion is a moral statement expressing a moral judgment about a specific action or circumstance.

Notice how natural this pattern seems. If we want to argue that a particular action (or kind of action) is wrong, for example, we must provide a reason for this moral judgment. The natural (and logical) move is to reach for a general moral principle that supports the judgment. Why is performing surgery on Mrs. Johnson without her consent wrong? Because, we might say, treating people without their consent is a violation of their autonomy (a moral principle), and performing surgery on Mrs. Johnson without her consent would be an instance of such a violation (a nonmoral fact).

This natural way of proceeding reflects the logical realities of moral reasoning. In a moral argument we must have at least one moral premise to draw a conclusion about the morality of a particular state of affairs. Without a moral premise, we cannot legitimately arrive at a moral conclusion. That is, from a nonmoral premise alone, a moral conclusion does not logically follow. For example, from the nonmoral fact that abortions are frequently performed, we cannot conclude that abortion is an instance of taking the life of an innocent person. After all, that a fetus is a person—the kind of entity that is deserving of full moral rights—is not obviously true and not assented to by everyone. We must spell out in a premise what we take to be the nonmoral fact of the matter.

This discussion underscores a previously mentioned fact about moral disagreements. When people disagree on a moral issue, they may or may not be disagreeing about moral principles. They may actually share the relevant moral principles but disagree about the nonmoral facts—or vice versa. So when people take contradictory stands on the conclusion of a moral argument,
Chapter 1: Moral Reasoning in Bioethics

24 PART I: PRINCIPLES AND THEORIES

IN DEPTH
FALLACIES IN MORAL REASONING

The world is full of bad arguments. Many of them occur again and again in different guises and contexts, being so common that they have been given names and are studied by those who wish to avoid such mistakes. These common, defective arguments are called fallacies. Here are a few that often crop up in moral reasoning:

STRAW MAN
The straw man fallacy is the misrepresentation of a person’s views so they can be more easily attacked or dismissed. Suppose you argue that because an immunization program will save the lives of thousands of children and will likely cause the death of only 1 child out of every 500,000, we should fund the immunization program. But then your opponent replies that you think the life of a child isn’t worth much. Thus your point has been distorted, made to look extreme and unsavory—and is now an easier target. The straw man fallacy, of course, proves nothing, though many people fall for it every day.

APPEAL TO THE PERSON
Closely related to the straw man fallacy is appeal to the person (also known as the ad hominem fallacy). Appeal to the person is the rejecting of a statement on the grounds that it comes from a particular person, not because the statement, or claim, itself is false or dubious. For example:

You can safely discard anything that Susan has to say about abortion. She’s a Catholic. Johnson argues that our current health care system is defective. But don’t listen to him—he’s a liberal.

These arguments are defective because they ask us to reject a claim because of a person’s character, background, or circumstances—things that are generally irrelevant to the truth of claims. A statement must stand or fall on its own merits. The personal characteristics of the person espousing the view do not necessarily have a bearing on its truth. Only if we can show that someone’s dubious traits somehow make the claim dubious are we justified in rejecting the claim because of a person’s personal characteristics. Such a circumstance is rare.

APPEAL TO IGNORANCE
As its name implies, this fallacy tries to prove something by appealing to what we don’t know. The appeal to ignorance is arguing either that (1) a claim is true because it has not been proven false or (2) a claim is false because it has not been proven true. For example:

No one has proven that a fetus is not a person, so it is in fact a person.

It is obviously false that a fetus is a person because science has not proven that it is a person.

The first argument tries to prove a claim by pointing out that it has not been proven false. The second argument tries to prove that a claim is false because it has not been proven true. Both kinds of arguments are bogus because they assume that a lack of evidence proves something. But a lack of evidence can prove nothing. Being ignorant of the facts does not enlighten us. Notice that if a lack of evidence could prove something, then you could prove just about anything you wanted. You could reason, for instance, that since no one can prove that horses cannot fly, horses must be able to fly.

BEGINNING THE QUESTION
The fallacy of begging the question is trying to prove a conclusion by using that very same conclusion as support. It is arguing in a circle. This way of trying to prove something says, in effect, “X is true because X is true.” Here is an classic example:

The Bible says that God exists.

The Bible is true because God wrote it.

Therefore, God exists.

The conclusion here (“God exists”) is supported by premises that assume that very conclusion. Here’s another one:

All citizens have the right to a fair trial because those whom the state is obliged to protect and give consideration are automatically due judicial criminal proceedings that are equitable by any reasonable standard.

This passage may at first seem like a good argument, but it isn’t. It reduces to this unimpressive assertion: “All citizens have the right to a fair trial because all citizens have the right to a fair trial.” The conclusion is “All citizens have the right to a fair trial,” but that is more or less what the premise says. The premise—“those whom the state is obliged to protect and give consideration are automatically due judicial criminal proceedings that are equitable by any reasonable standard”—is equivalent to “All citizens have the right to a fair trial.”

The source of the conflict could lie with the moral premises or the nonmoral premises or both.

Unfortunately, in everyday life moral arguments do not come with their premises clearly labeled, so we need to be able to identify the premises ourselves. This job is made more difficult by a simple fact of the moral life. Often premises (moral and nonmoral) are left unsaid and are merely implied. Sometimes premises are unstated because they are obvious assumptions that need not be mentioned. But if we are to perform a thorough evaluation of an argument, we must drag the implicit premises into the open so they can be fully assessed. Such careful scrutiny is especially important in moral arguments because the implicit premises are often questionable assumptions—the secret, weak links in the chain of reasoning. For example:

ARGUMENT 9
1. In vitro fertilization is an entirely unnatural process, as far from natural reproduction as one could imagine.
2. Therefore, in vitro fertilization should not be used.

As it stands, this is a bad argument; the conclusion does not follow from the premise. But there is an implied (moral) premise lurking here, and if we make it explicit, the argument will be valid:

1. In vitro fertilization is an entirely unnatural process, as far from natural reproduction as one could imagine.
2. Any process that is unnatural should not be used.
3. Therefore, in vitro fertilization should not be used.

Now the argument is complete, and we can see both the nonmoral premise (premise 1) and the moral premise (premise 2), which is a moral principle. But now that we have brought the moral premise into the light of day, we can see that it is false or at least debatable. We use many processes and products that are unnatural (for

SLIPPERY SLOPE
The metaphor behind this fallacy suggests the danger of stepping on a dicey incline, losing your footing, and sliding to disaster. The fallacy of slippery slope, then, is arguing erroneously that a particular action should not be taken because it will lead inevitably to other actions resulting in some dire outcome. The key word here is erroneously. A slippery slope scenario becomes fallacious when there is no reason to believe that the chain of events predicted will ever happen. For example:

If dying patients are permitted to refuse treatment, then soon doctors will be refusing the treatment on their behalf. Then physician-assisted suicide will become rampant, and soon killing patients for almost any reason will become the norm.

This argument is fallacious because there are no reasons for believing that the first step will ultimately result in the chain of events described. If good reasons could be given, the argument might be salvaged.
Evaluating Premises

As we have seen, good arguments have true premises. But how do we know if the premises are true? Fortunately, there are ways to test, or evaluate, the truth of premises. The tests differ, however, depending on whether the premises are moral or nonmoral.

Checking the truth of nonmoral premises can involve the exploration of either empirical or conceptual matters. An empirical belief, or claim, is one that can be confirmed by sense experience—that is, by observation or scientific investigation. Most nonmoral premises are empirical claims that we can check by examining our own experience or that of others or by consulting the relevant scientific findings. By these methods we can test (and support) a wide variety of empirical assertions, such as many of the nonmoral premises examined earlier: “Incidents of serious crime have doubled”; “Eighty-five percent of people wear contact lenses”.

If the patient is getting better, then drugs are working; the inference from stated premises to conclusion does not work unless the missing premise is supplied. A good candidate for the implicit premise will make the argument valid or strong and will be plausible in the context of the argument. The most straightforward approach, however, is to treat the argument as deductive and look for a premise that will make the argument valid, as we did in Argument 9.

Moral premises are like nonmoral ones in that they too should be supported by good reasons and be subjected to serious scrutiny. But just how are moral premises supported and scrutinized?

Support for a moral premise (a moral principle or standard) can come from at least three sources: other moral principles, moral theories, or our most reliable moral judgments. Probably the most common way to support a moral principle is to appeal to a higher-level principle (which often turns out to be one of the four major moral principles discussed earlier). Suppose the moral premise in question is “The patient’s wishes about treatment are to be respected.” Some would argue that this principle is self-evident or based on the higher principle that autonomous persons should be allowed to exercise their capacity for self-determination.

Or let’s say the premise is “Individuals in a persistent vegetative state should never have their feeding tubes removed so they can die with dignity.” Many would base this assertion on the principle that human life is sacred and should be preserved at all costs. Frequently, the higher principle appealed to is plausible, seemingly universal, or accepted by all parties so that further support for the principle is not necessary. At other times, the higher principle itself may be controversial and in need of support.

Moral premises can also be supported by a moral theory, a general explanation of what makes an action right or a person or motive good. (In Chapter 2 we discuss moral theories in depth.) For example, traditional utilitarianism is a moral theory affirming that right actions are those that produce the greatest happiness for all concerned. Appealing to utilitarianism, then, someone might insist that a baby born with severe brain damage who will die within a few days should not be allowed to wither slowly away in pain but should be given a lethal injection. The justification for this policy could both produce the least amount of unhappiness (including pain and suffering) for all concerned, including baby, parents, and caregivers. Those who reject this policy would have to argue that there was something wrong with utilitarianism or that other considerations (including alternative theories) outweigh utilitarian concerns.

Another possible source of support for moral premises is what philosophers call our considered moral judgments. These are moral judgments we deem plausible or credible after careful reflection that is as unbiased as possible. They may apply to both particular cases and more general moral statements. For example, after deliberation we might conclude that “Inflicting undeserved and unnecessary pain on someone is wrong;” or that “Emergency care for accident victims should be provided regardless of their race or religion;” or that “Amputating a patient’s leg for no good reason is not morally permissible.” Like moral principles and theories, such judgments can vary in how much weight they carry in moral arguments and can be given more or less credibility (or undermined completely) by relevant reasons. (We examine more closely the relationships among theories, principles, and considered judgments in Chapter 2.)

Moral premises can be called into question by showing that they somehow conflict with credible principles, theories, or judgments. One way to do this is to cite counterexamples, instances in which the moral principle in question seems not to hold. Recall that a counterexample helps us see that the moral premise in Argument 9 is dubious. The premise says “Any process that is unnatural should not be used;” but we often use unnatural products or processes (CAT scans and contact lenses, for instance) and do not think these actions morally wrong. In the same way, we can use counterexamples to evaluate the moral premise in Argument 2:

1. It’s wrong to take the life of an innocent person.
2. Abortion takes the life of an innocent person.
3. Therefore, abortion is wrong.

Are there no exceptions to premise 1? Is it always wrong to kill an innocent person? We can imagine cases in which this premise seems either doubtful or at least not obviously true. What about situations in which many lives can be saved by taking the life of one person? What if all 50 people in a lifeboat at sea will drown unless one of them is cast overboard? What if the one unlucky person agrees to be cast overboard to save all the others? Or suppose a person is dying of cancer and is suffering unspeakable pain that cannot be relieved by any medical means—and she begs for a lethal injection of morphine. Some would argue that these scenarios raise serious questions about premise 1, suggesting that at least in its current form, it may not be true. In response to these counterexamples, some who wish to defend the premise might modify it to take the scenarios into account or even try to show that despite its implications premise 1 is justified.

Chapter 1: Moral Reasoning in Bioethics
KEY TERMS
applied ethics
bioethics
cultural relativism
deductive argument
descriptive ethics
divine command theory
ethics
inductive argument
metanetics
moral absolutism
moral argument
moral objectivism
morality
normative ethics
paternalism
subjective relativism

SUMMARY
Moral values generally concern those things that we judge to be morally good, bad, or blameworthy. A right action can be obligatory (one that would be wrong not to perform) or permissible (one that is not wrong to perform). A prohibited action would be one that would be wrong to perform. A supererogatory action is one that is "above and beyond" our duty.

In bioethics, four moral principles have been extremely influential and particularly relevant: (1) autonomy (autonomous persons should be allowed to exercise their capacity for self-determination); (2) beneficence (we should do good to others and avoid doing them harm); (3) utility (we should produce the most favorable balance of good over bad for all concerned); and (4) justice (we should treat equals equally).

According to ethical relativism, moral standards are not objective but are relative to what individuals or cultures believe. A familiar argument for cultural relativism is that if people's moral judgments differ from culture to culture, then moral norms are relative to culture, and people's moral judgments obviously do differ from culture to culture. But the first premise in the argument is false. In addition, cultural relativism seems implausible because it implies moral intransigence, immunity of all cultures from moral criticism from the outside, the automatic wrongness of the moral stance of social reformers, and the incoherence of the idea of moral progress. Moreover, cultural relativism does not necessarily lead to tolerance and does not logically entail it.

The divine command theory says that right actions are those commanded by God, and wrong actions are those forbidden by God. But many religious and nonreligious people have rejected the theory because it seems to imply that God's commands are arbitrary.

Most critical reasoning is concerned in one way or another with the construction or evaluation of arguments. All the skills required in dealing with arguments generally can be applied directly to handling moral arguments in particular. A moral argument is one whose conclusion is a moral statement, an assertion that an action is right or wrong or that a person or motive is good or bad.

FURTHER READING
Robert Audi, Moral Knowledge and Ethical Character (New York: Oxford University Press, 1997).
Steven M. Cahn and Joram G. Haber, Twentieth Century Ethical Theory (Upper Saddle River, NJ: Prentice-Hall, 1995).
C. E. Harris, Applying Moral Theories (Belmont, CA: Wadsworth, 1997).

Chapter 1: Moral Reasoning in Bioethics

NOTES
2. This example is derived from James Rachels' unique description of the case in "Ethical Theory and Bioethics," from A Companion to Bioethics, ed. Helga Kuhse and Peter Singer (Oxford: Blackwell, 2001), 16-17.
4. In their classic text Principles of Biomedical Ethics (New York: Oxford University Press, 2001), Tom L. Beauchamp and James F. Childress work out a comprehensive approach to biomedical ethics using a framework of four moral principles like the ones discussed here.
5. This is roughly William K. Frankena's analysis, offered in his Ethics, 2nd ed. (Englewood Cliffs, NJ: Prentice-Hall, 1973), 47.